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INSTRUCTIONS

Answer all questions.

R commands and output are provided after the questions.

Plots are provided after the R commands and output.

Some statistical tables are provided after the plots.

Good luck!

1. [20 marks]


The Sinking of the Titanic

Data on the passenger class/crew status, age, gender and survival status of those aboard the ocean liner Titanic, when it sank off of Newfoundland’s shores in 1912, were assembled from various sources to yield the following table:

	
	Child
	Adult

	
	Female
	Male
	Female
	Male

	Class
	Survived
	Died
	Survived
	Died
	Survived
	Died
	Survived
	Died

	Crew
	0
	0
	0
	0
	20
	3
	192
	670

	I
	1
	0
	5
	0
	140
	4
	57
	118

	II
	13
	0
	11
	0
	80
	13
	14
	154

	III
	14
	17
	13
	35
	76
	89
	75
	387


SOURCE: "Report on the Loss of the `Titanic' (S.S.)" (1990), British Board of Trade Inquiry Report (reprint), Gloucester, UK: Allan Sutton Publishing. Reported by R. J. MacG. Dawson, Saint Mary's University, Halifax.

According to the tally shown above, the Titanic was carrying 2201 passengers and crew members, and its sinking led to 1490 deaths. (Note that there are disagreements amongst primary sources as to numbers on board, numbers rescued, etc.) The variables under consideration are the factors Age (level values: Adult, Child), Class (level values: Crew, I, II, III), Sex  (level values F, M) and the outcome is Status (values: Survived, Died).

(a) Explain why a null log-linear model to fit the data from the above table would have 27 rather than 31 residual degrees of freedom.

(b) What is the intercept estimate under a null log-linear model for these data?

The remainder of this question refers to logistic regression models.

(c) Under a model involving only the main effects of Age, Class and Sex, what are the log-odds of survival for an Adult Female Crew member?

(d) In the presence of the three main effects (Age, Class and Sex):

i) Is the effect of Age the same for every Class?

ii) Is the effect of Sex the same for every Class?

(e) Briefly discuss the interaction estimates for the model fitted in part (d) (i), including their values and the apparent discrepancy between the p-values of the Class and Age interaction term estimates and the significance of the model with respect to a null model involving only Age, Class and Sex. (Hint: Consider the raw data).

(f) Is it necessary to account for different effects from both Sex and Age in different Classes simultaneously to model the data appropriately? Can you test the goodness of fit of such a model?

(g) Explain the aliasing of the ClassIII:AgeChild interaction term.

2. [20 marks]

Length of stay in Emergency Departments – Part 1

Data concerning length of stay in Emergency Departments (ED) was collected in several Québec hospitals. Some of the variables collected are described in the following table.

	Variable name
	Variable values
	Description

	los
	continuous, >0
	length of stay in ED in hours

	age
	continuous, >0
	age of patient in years

	worker
	factor, No/Yes
	if Yes, main income source is salaried employment

	percsev
	factor, None/Light/Medium/High
	patient’s perception of the severity of her/his condition

	ccrank
	continuous, integer from 1 to 172
	external ranking of the severity of the patient’s chief complaint

	mental
	factor, No/Yes
	if Yes, history of mental illness

	respir
	factor, No/Yes
	if Yes, history of respiratory disease

	mi
	factor, No/Yes
	if Yes, history of myocardial infarction


SOURCE: Étude de lourdeur dans les urgences au Québec, SMBD-Jewish General Hospital Emergency Department, Preliminary data.

The log of the length of stay was assumed to have a Normal distribution, while the other variables are treated as explanatory. Plots of the log-length of stay against the other variables are included.

(a) Test for the significance of each explanatory variable on the log-length of stay, taking all others into account. Be clear about your test statistics and your conclusions.

(b) According to this model, what is the approximate effect of a 10 year age increase on the expected length of stay in an ED?

(c) Identify any outlier in this model at the 5% level. Justify your procedure briefly in terms of the distributional assumptions you make. Indicate the approximate value of the residual for any outlier you find.

(d) Check the model for normality.

Figure 2.8 was created by ordering residuals according to the fitted values, then plotting the sample variance of each group of 50 residuals against the mean of the 50 corresponding fitted values.

(e) Check the model for constancy of variance.

(f) Propose an approximate transformation of the length of stay which might improve the fit of the model.

3. [24 marks]

Length of stay in Emergency Departments – Part 2

The same data as in the previous problem is now analyzed according to a Gamma model. The initial model fits the same variables as the one in 2. (a).

(a) Test for the significance of percsev in the presence of the other variables.

(b) According to the model in (a), what is the effect of a 10 year age increase on the length of stay in an ED?

(c) Variable pscont takes on values 1 to 4 according to the ordered factor levels of percsev. Test for the linearity of the effect of percsev.

(d) With pscont2 and pscont3 being the square and cube of pscont respectively, explain why a model taking pscont, pscont2 and pscont3 into account provides the same fit as a model with percsev only.

(e) Consider a quasi-likelihood model with variance function 
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 and log link (not shown in the output). Describe the fit of the model compared to the the one fitted in 3. (a). Justify your answer.

(f) Do the data appear to follow a Gamma distribution? 

(g) Explain the difference between applying a log transformation and using a log link.

(h) Comment on which of the Gamma model with log link and Normal model with log transformation (from Problem 2) appears to be the best approach to model these data.

(i) The coefficient of variation of a random variable Y is defined as 
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. Explain why Gamma Exponential family Generalized Linear Models are also called models with constant coefficient of variation. 

4. [18 marks]

Discharge from Methadone clinics

Methadone is given to heroin addicts to help them overcome their addiction. Two methadone clinics in Australia collected data on the time to discharge of their patients after the start of a methadone treatment. The data consist in 238 cases. The variables collected are described in the following table:

	Variable name
	Variable values
	Description

	Clinic
	factor, 1 or 2
	clinic ID

	Status
	indicator, 0 or 1
	1=discharged, 0=censored

	Prison
	factor, No/Yes
	if Yes, patient has a prison record

	Time
	continuous, >0
	time in days to discharge or censoring

	Dose
	continuous, >0
	daily methadone dosage, in mg


SOURCE:   Caplehorn, J. (1991). Methadone dosage and retention of patients in maintenance treatment. Medical Journal of Australia, 154: 195-199.
The data are assumed to be Exponentially distributed. Possible effects of a previous prison record are ignored.

(a) Is the effect of Methadone dosage on discharge time linear? 

(b) Is the effect of Methadone dosage on discharge time the same for both clinics?

(c) What is the expected discharge time of a patient in Clinic 1 who receives a dose of 70 mg/day?

(d) What is the probability that a patient from Clinic 1 who receives 70 mg/day of methadone will be discharged before 1 year?

(e) In which clinic is a patient more likely to be observed to be discharged? How does the dosage affect the probability of being censored? Briefly discuss possible implications on the validity of the model.

5. [18 marks]

Clinton’s impeachment

The 100 United States senators were asked to vote on two articles of impeachment regarding then president Bill Clinton, the first concerning perjury, the second concerning obstruction of justice. For each senator, the proportion of votes against Clinton (variable voteprop, taking on values 0, 0.5 or 1) was collected, as well as an external measure of conservatism  for the senator (variable conserv, on a scale of 1 to 100).

(a) The first model is a logistic regression of voteprop on conserv (and an intercept). From this model, we form the new outcomes 
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. Explain why the Normal linear model 
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 yields the same estimates as the original linear regression, and why the dispersion parameter on this model is 0.
(b) Now form 
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. Show that fitting the Normal linear model 
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is equivalent to executing one more step in the Gauss-Newton algorithm to fit the original Binomial model. How must the estimated standard errors be adjusted to reflect the dispersion parameter for the Binomial family?

(c) Explain briefly how you could test for outliers in the original Binomial model.

> #------------------------------------

> # Question 1: Sinking of the Titanic

> #------------------------------------

> titanic1

   class   age sex   status   n pairs

1      I Adult   M Survived  57     1

2      I Adult   F Survived 140     2

3      I Child   M Survived   5     3

4      I Child   F Survived   1     4

5     II Adult   M Survived  14     5

6     II Adult   F Survived  80     6

7     II Child   M Survived  11     7

8     II Child   F Survived  13     8

9    III Adult   M Survived  75     9

10   III Adult   F Survived  76    10

11   III Child   M Survived  13    11

12   III Child   F Survived  14    12

13  Crew Adult   M Survived 192    13

14  Crew Adult   F Survived  20    14

15     I Adult   M     Died 118     1

16     I Adult   F     Died   4     2

17     I Child   M     Died   0     3

18     I Child   F     Died   0     4

19    II Adult   M     Died 154     5

20    II Adult   F     Died  13     6

21    II Child   M     Died   0     7

22    II Child   F     Died   0     8

23   III Adult   M     Died 387     9

24   III Adult   F     Died  89    10

25   III Child   M     Died  35    11

26   III Child   F     Died  17    12

27  Crew Adult   M     Died 670    13

28  Crew Adult   F     Died   3    14

> titanic1$pairs_gl(14,1,28)

> summary(glm(n~status:age+status:class+status:sex+pairs,family=poisson,

data=titanic1))

Coefficients:

                        Estimate Std. Error z value Pr(>|z|)    

(Intercept)              4.64216    0.09374  49.523  < 2e-16 ***

pairs2                  -1.83799    0.16761 -10.966  < 2e-16 ***

pairs3                  -4.12612    0.48223  -8.556  < 2e-16 ***

pairs4                  -7.79137    1.03972  -7.494 6.69e-14 ***

pairs5                   0.26026    0.12388   2.101   0.0356 *  

pairs6                  -1.44171    0.19066  -7.562 3.98e-14 ***

pairs7                  -2.78477    0.33378  -8.343  < 2e-16 ***

pairs8                  -4.28141    0.39088 -10.953  < 2e-16 ***

pairs9                   1.38363    0.10442  13.250  < 2e-16 ***

pairs10                 -0.37122    0.14601  -2.542   0.0110 *  

pairs11                 -1.06019    0.18163  -5.837 5.31e-09 ***

pairs12                 -2.77095    0.28662  -9.668  < 2e-16 ***

pairs13                  1.86156    0.10125  18.386  < 2e-16 ***

pairs14                 -2.95933    0.26471 -11.179  < 2e-16 ***

statusSurvived:ageAdult  1.18616    0.15856   7.481 7.39e-14 ***

statusSurvived:ageChild  2.24770    0.29872   7.524 5.30e-14 ***

statusSurvived:classI    0.85768    0.15734   5.451 5.00e-08 ***

statusSurvived:classII  -0.16042    0.17377  -0.923   0.3559    

statusSurvived:classIII -0.92009    0.14858  -6.192 5.92e-10 ***

statusSurvived:sexM     -2.42006    0.14041 -17.236  < 2e-16 ***

---

Signif. codes:  0  `***'  0.001  `**'  0.01  `*'  0.05  `.'  0.1  ` '  1 

(Dispersion parameter for poisson family taken to be 1)

    Null deviance: 4365.33  on 27  degrees of freedom

Residual deviance:  112.57  on  8  degrees of freedom

AIC: 279.97

> titanic2

   class   age sex surv   n

1      I Adult   M   57 175

2      I Adult   F  140 144

3      I Child   M    5   5

4      I Child   F    1   1

5     II Adult   M   14 168

6     II Adult   F   80  93

7     II Child   M   11  11

8     II Child   F   13  13

9    III Adult   M   75 462

10   III Adult   F   76 165

11   III Child   M   13  48

12   III Child   F   14  31

13  Crew Adult   M  192 862

14  Crew Adult   F   20  23

> titanic2$survprop_titanic2$surv/titanic2$n

> glm(survprop~class+sex+age+class:sex,family=binomial,weight=n,maxit=20)

Call:  glm(formula = survprop ~ class + sex + age + class:sex, family = binomial,      weights = n, maxit = 20) 

Coefficients:

  (Intercept)         classI        classII       classIII           sexM  

      1.89712        1.66076       -0.01987       -2.22468       -3.14690  

     ageChild    classI:sexM   classII:sexM  classIII:sexM  

      1.05366       -1.08620       -0.63789        1.77635  

Degrees of Freedom: 13 Total (i.e. Null);  5 Residual

Null Deviance:      672 

Residual Deviance: 45.9         AIC: 110.5

> glm(survprop~class+sex+age+class:age,family=binomial,weight=n,maxit=20)

Call:  glm(formula = survprop ~ class + sex + age + class:age, family = binomial,      weights = n, maxit = 20) 

Coefficients:

      (Intercept)             classI            classII  

           1.2274             0.8176            -0.3560  

         classIII               sexM           ageChild  

          -0.8262            -2.4624             0.2407  

  classI:ageChild   classII:ageChild  classIII:ageChild  

           8.7299            10.5376                 NA  

Degrees of Freedom: 13 Total (i.e. Null);  6 Residual

Null Deviance:      672 

Residual Deviance: 76.91        AIC: 139.5

> mod1_glm(survprop~class+sex+age+class:age+class:sex,family=binomial,

weight=n,maxit=20)

> summary(mod1)

Coefficients:

                  Estimate Std. Error z value Pr(>|z|)    

(Intercept)        1.89712    0.61914   3.064 0.002183 ** 

classI             1.65823    0.80030   2.072 0.038264 *  

classII           -0.08004    0.68757  -0.116 0.907325    

classIII          -2.11453    0.63702  -3.319 0.000902 ***

sexM              -3.14690    0.62453  -5.039 4.68e-07 ***

ageChild           0.33791    0.26920   1.255 0.209391    

classI:sexM       -1.13608    0.82048  -1.385 0.166162    

classII:sexM      -1.06807    0.74658  -1.431 0.152539    

classIII:sexM      1.76160    0.65159   2.704 0.006860 ** 

classI:ageChild   13.42362  183.25146   0.073 0.941605    

classII:ageChild  15.42180  144.50522   0.107 0.915010    

---

Signif. codes:  0  `***'  0.001  `**'  0.01  `*'  0.05  `.'  0.1  ` '  1 

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 671.9622  on 13  degrees of freedom

Residual deviance:   1.6855  on  3  degrees of freedom

AIC: 70.306

Number of Fisher Scoring iterations: 12

> #------------------------------------------------------------

> # Question 2 : Emergency departments lengths of stay – Part 1

> #------------------------------------------------------------

> dim(edlos)

[1] 2050    8

> edlos[1:10,]

    los age worker percsev ccrank mental respir  mi

1  3.70  40    Yes    High    133     No     No  No

2  0.92  56    Yes  Medium     29     No     No  No

3  1.00  41    Yes    High     91     No     No  No

4  5.67  88     No  Medium    117     No     No  No

5  2.18  48    Yes  Medium     84     No     No Yes

6  2.38  30     No    High     77     No     No  No

7  8.87  90     No    High     84     No     No Yes

8  3.67  33    Yes    None     84     No     No  No

9  3.17  49    Yes  Medium    133     No     No  No

10 3.05  27     No    High    108     No     No  No

> plot(edlos$age,edlos$loglos,xlab="Age of patient",ylab="Log(Length of stay)",main="Fig. 2.1: Length of stay vs. age")

> plot(edlos$ccrank,edlos$loglos,xlab="Chief complaint severity", ylab="Log(Length of stay)",main="Fig. 2.2: Length of stay vs. severity of chief complaint")

> boxplot(edlos$loglos~edlos$percsev,xlab="Perceived severity", ylab="Log(Length of stay)",main="Fig. 2.3: Length of stay vs. perceived severity")

>boxplot(edlos$loglos[edlos$worker=="No"],edlos$loglos[edlos$worker=="Yes"],
edlos$loglos[edlos$mental=="No"],edlos$loglos[edlos$mental=="Yes"],

edlos$loglos[edlos$respir=="No"],edlos$loglos[edlos$respir=="Yes"],

edlos$loglos[edlos$mi=="No"],edlos$loglos[edlos$mi=="Yes"],xlab="",

ylab="Log(Length of stay)",main="Fig. 2.4: Length of stay vs. other 

factors")

> axis(1,at=1:8,labels=c("Worker-No","Worker-Yes","Mental-No",

"Mental-Yes","Respir-No","Respir-Yes","MI-No","MI-Yes"),cex.axis=0.7)

> deviance(glm(loglos~age+worker+ccrank+mental+respir+mi,data=edlos))

[1] 1517.624

> mod2_glm(loglos~age+worker+percsev+ccrank+mental+respir+mi,data=edlos)

> summary(mod2)

Coefficients:

               Estimate Std. Error t value Pr(>|t|)    

(Intercept)    0.062124   0.124975   0.497 0.619175    

age            0.008573   0.001208   7.100 1.71e-12 ***

workerYes     -0.185377   0.044064  -4.207 2.70e-05 ***

percsevLight  -0.045621   0.114807  -0.397 0.691136    

percsevMedium  0.212369   0.106465   1.995 0.046204 *  

percsevHigh    0.337698   0.106654   3.166 0.001567 ** 

ccrank         0.008350   0.000476  17.544  < 2e-16 ***

mentalYes      0.139293   0.069614   2.001 0.045530 *  

respirYes      0.176985   0.052119   3.396 0.000697 ***

miYes         -0.110937   0.044218  -2.509 0.012190 *  

---

Signif. codes:  0  `***'  0.001  `**'  0.01  `*'  0.05  `.'  0.1  ` '  1 

(Dispersion parameter for gaussian family taken to be 0.7281193)

    Null deviance: 2058.3  on 2049  degrees of freedom

Residual deviance: 1485.4  on 2040  degrees of freedom

AIC: 5179.2

Number of Fisher Scoring iterations: 2

> r_resid(mod2)

> plot(fitted(mod2),r,xlab="Fitted log(LOS)",ylab="Residuals",

main="Fig. 2.5: Log LOS residuals vs. fitted")

> abline(0,0)

> vl_predict.glm(mod2,se.fit=T)$se.fit^2

> sc_summary(mod2)$dispersion

> z_r/sqrt(sc-vl)

> df_mod2$df.residual

> df

[1] 2040

> max(abs(z))

[1] 5.491292

> sqrt(2040-1)/sqrt((2040-5.5^2)

 [1] 1.007251

> sqrt(2040-1)/sqrt(2040)

[1] 0.9997549

> pval_pnorm(-abs(z))*2

> mat_cbind(1:2050,z,pval)

> # The next command orders the row of mat according to the increasing

> # order of the absolute value of z

> mat_mat[order(abs(z)),]

> mat[1:10,]

                 z      pval

1274  0.0003165128 0.9997475

1944 -0.0005433971 0.9995664

1591  0.0014025076 0.9988810

1341  0.0034834411 0.9972206

 893  0.0035380503 0.9971771

 651 -0.0054133424 0.9956808

1889 -0.0058157905 0.9953597

 149 -0.0058179426 0.9953580

1998 -0.0060900768 0.9951409

1794 -0.0064422085 0.9948599

> mat[2041:2050,]

             z         pval

1266  2.802917 5.064275e-03

 434  2.984489 2.840526e-03

 456  2.987106 2.816321e-03

 311  3.070280 2.138582e-03

 260  3.112940 1.852335e-03

 526  3.275446 1.054952e-03

1040 -3.365960 7.627790e-04

1400  3.521707 4.287783e-04

 473  3.909373 9.253584e-05

1071 -5.491292 3.990046e-08

> 0.05/2050

[1] 2.439024e-05

> plot(fitted(mod2),resid(mod2),xlab="Fitted values",ylab="Residuals",

main="Fig. 2.5: Residuals vs. fitted values")

> u_sort(pnorm(z))

> n_2050

> i_1:n

> uhat_(i-0.5)/n

> plot(uhat,u,main="Fig 2.6: Length of stay P-P plot",type="l")

> abline(0,1)

> uminusuhat_u-uhat

> uminusuhat_sort(uminusuhat)

> uminusuhat[1:10]

       1084         498        1538         666         445        1544 

-0.02791081 -0.02774498 -0.02764617 -0.02757280 -0.02751846 -0.02728677 

       2026        1648         351        1882 

-0.02726349 -0.02723305 -0.02719243 -0.02700051

> uminusuhat[2041:2050]

       734       1078        256        358       1226        124 

0.01304365 0.01304635 0.01306186 0.01324643 0.01340339 0.01348605 

      1675       1410        451        740 

0.01365014 0.01391497 0.01409052 0.01419634 

> plot(fitted(mod2),edlos$loglos,xlab="Fitted values",ylab="Observed values",main="Fig. 2.7: Observed vs. fitted values and smooth")

> # The following command produces a non-parametric smooth of the

> # scatterplot

> lines(loess.smooth(fitted(mod2),edlos$loglos),col="green",lwd=2)

> fitres_cbind(fitted(mod2),resid(mod2))

> fitres_fitres[order(fitres[,1]),]

> fitres[1:19,]

      Group mean   Var resid.

1101 -0.07538602  0.706657794

1069 -0.01537212 -0.978880151

2014  0.04761844  0.798249825

1688  0.06104776  0.704420081

1806  0.06111948 -0.446781956

374   0.06216297 -0.224681897

950   0.09556446 -0.095564457

1972  0.10346875 -0.026507705

1459  0.11114999 -0.062359831

1162  0.11271128  0.044292465

948   0.12807378 -0.128073781

494   0.13052723 -0.998027802

395   0.14455148  1.825354171

1765  0.14618449  0.511335516

11    0.14774578 -0.007983833

975   0.15557835  0.537568829

1141  0.18972610  0.414589868

899   0.19247431 -1.059974875

1987  0.19666109  0.208804019

> groupmv_matrix(0,41,2)

> # The following command keeps the mean fitted value and the sample

> # variance of the residuals for each group of 50 observations in

> # increasing order of the fitted value

> for (i in 1:41)

+ groupmv[i,]_c(mean(fitres[(i*50-49):(i*50),1]),var(fitres[(i*50-49):(i*50),2]))

> plot(groupmv,xlab="Sample mean of fitted values",ylab="Sample variance of residuals",main="Fig 2.8: Mean fitted values vs. residual variance and smooth")

> lines(loess.smooth(groupmv[,1],groupmv[,2]),col="green",lwd=2)

> #------------------------------------------------------------

> # Question 3 : Emergency departments lengths of stay – Part 2

> #------------------------------------------------------------

> deviance(glm(los~age+worker+ccrank+mental+respir+mi,

family=Gamma(link=log),data=edlos))

[1] 1620.260

> mod3_glm(los~age+worker+percsev+ccrank+mental+respir+mi,

family=Gamma(link=log),data=edlos)

> summary(mod3)

Coefficients:

                Estimate Std. Error t value Pr(>|t|)    

(Intercept)    0.3642421  0.1693941   2.150 0.031652 *  

age            0.0091695  0.0016367   5.602  2.4e-08 ***

workerYes     -0.2057486  0.0597252  -3.445 0.000583 ***

percsevLight  -0.1040871  0.1556124  -0.669 0.503643    

percsevMedium  0.2033986  0.1443052   1.410 0.158839    

percsevHigh    0.3277600  0.1445615   2.267 0.023478 *  

ccrank         0.0091801  0.0006451  14.230  < 2e-16 ***

mentalYes      0.1831439  0.0943563   1.941 0.052398 .  

respirYes      0.1740033  0.0706431   2.463 0.013855 *  

miYes         -0.1109819  0.0599347  -1.852 0.064212 .  

---

Signif. codes:  0  `***'  0.001  `**'  0.01  `*'  0.05  `.'  0.1  ` '  1 

(Dispersion parameter for Gamma family taken to be 1.337693)

    Null deviance: 2247.5  on 2049  degrees of freedom

Residual deviance: 1583.5  on 2040  degrees of freedom

AIC: 11292

Number of Fisher Scoring iterations: 4

> edlos$pscont_codes(edlos$percsev)

> glm(los~age+worker+pscont+ccrank+mental+respir+mi,family=Gamma(link=log),

data=edlos)

Coefficients:

(Intercept)          age    workerYes       pscont       ccrank  

   0.638966     0.009334    -0.194969    -0.066181     0.009774  

  mentalYes    respirYes        miYes  

   0.200957     0.176134    -0.095010  

Degrees of Freedom: 2049 Total (i.e. Null);  2042 Residual

Null Deviance:      2247 

Residual Deviance: 1611         AIC: 11330 

> edlos$pscont2_edlos$pscont^2

> edlos$pscont3_edlos$pscont^3

> deviance(glm(los~age+worker+pscont+pscont2+pscont3+ccrank+mental+respir+mi

,family=Gamma(link=log),data=edlos))

[1] 1583.456

> # Function pgamma(x,,shape=a,scale=b) returns the

> # cumulative distribution function at x of a Gamma(a,b) r.v.

> pit_pgamma(edlos$los,scale=fitted(mod3),shape=1/1.337693)

> hist(pit,main="Fig. 3.1: Probability integral transforms under Gamma distribution")

> #------------------------------------------------------------

> # Question 4 : Methadone clinics

> #------------------------------------------------------------

> heroin[1:5,]

Clinic Status Time Prison Dose    

     1      1  428     No   50 

     1      1  275    Yes   55 

     1      1  262     No   55 

     1      1  183     No   30 

     1      1  259    Yes   65

> heroin$Timestar_heroin$Status/heroin$Time

> glm(Timestar~Clinic+Dose,family=poisson,weight=Time,data=heroin)

Coefficients:

(Intercept)      Clinic2         Dose  

   -4.50017     -0.85493     -0.02825  

Degrees of Freedom: 237 Total (i.e. Null);  235 Residual

Null Deviance:      290.9 

Residual Deviance: 243.3        AIC: Inf 

> # The following command produces the sorted unique values of Dose

> sort(unique(heroin$Dose))

 [1]  20  30  35  40  45  50  55  60  65  70  75  80  90 100 110

> glm(Timestar~Clinic+factor(Dose),family=poisson,weight=Time,data=heroin)

Coefficients:

    (Intercept)          Clinic2   factor(Dose)30   factor(Dose)35  

        -4.8442          -0.9046          -0.9625          -1.1949  

 factor(Dose)40   factor(Dose)45   factor(Dose)50   factor(Dose)55  

        -0.6496          -1.0599          -1.3579          -0.8919  

 factor(Dose)60   factor(Dose)65   factor(Dose)70   factor(Dose)75  

        -1.2730          -1.3608          -1.3760          -2.1334  

 factor(Dose)80   factor(Dose)90  factor(Dose)100  factor(Dose)110  

        -2.3074          -1.2266          -1.5697          -6.5538  

Degrees of Freedom: 237 Total (i.e. Null);  222 Residual

Null Deviance:      290.9 

Residual Deviance: 233  AIC: Inf 

> glm(Timestar~Clinic+Dose+Clinic:Dose,family=poisson,weight=Time,

data=heroin)

Coefficients:

 (Intercept)       Clinic2          Dose  Clinic2:Dose  

    -4.70925      -0.07168      -0.02464      -0.01335  

Degrees of Freedom: 237 Total (i.e. Null);  234 Residual

Null Deviance:      290.9 

Residual Deviance: 242.3        AIC: Inf 

> glm(Status~Clinic+Dose,family=binomial,data=heroin)

Coefficients:

(Intercept)      Clinic2         Dose  

    2.66729     -1.54239     -0.02631  

Degrees of Freedom: 237 Total (i.e. Null);  235 Residual

Null Deviance:      313.6 

Residual Deviance: 276.3        AIC: 282.3 

> #------------------------------------------------------------

> # Question 5 : Clinton’s impeachment

> #------------------------------------------------------------

> rbind(voteprop,conserv)[,1:23]

         [,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11] [,12]

voteprop  0.5    1    1  0.5    1    1    1    0    0     0     1     1

conserv  92.0  100   68 58.0   96   80  100   36    0     4   100    72

         [,13] [,14] [,15] [,16] [,17] [,18] [,19] [,20] [,21] [,22] [,23]

voteprop     0     0     0     1     0     1     0     1     0     0     1

conserv      4    20    16    64     8    88     8    92     4     4    84

> wt_rep(2,100)

> mod5_glm(voteprop~conserv,family=binomial,weight=wt)

> summary(mod5)

Coefficients:

            Estimate Std. Error z value Pr(>|z|)    

(Intercept)  -7.4036     1.5003  -4.935 8.02e-07 ***

conserv       0.1370     0.0244   5.613 1.99e-08 ***

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 262.896  on 99  degrees of freedom

Residual deviance:  36.331  on 98  degrees of freedom

> fittedp_fitted(mod5)

> y_log(fittedp/(1-fittedp))

> w_2*fittedp*(1-fittedp)

> glm(y~conserv,weight=w)

Call:  glm(formula = y ~ conserv, weights = w) 

Coefficients:

(Intercept)      conserv  

    -7.4037       0.1370  

Degrees of Freedom: 99 Total (i.e. Null);  98 Residual

Null Deviance:      31.12 

Residual Deviance: 8.109e-28    AIC: -432.4 

> ystar_y+2*(voteprop-fittedp)/w

> summary(glm(ystar~conserv,weight=w))

Coefficients:

            Estimate Std. Error t value Pr(>|t|)    

(Intercept)  -7.4038     1.9738  -3.751 0.000298 ***

conserv       0.1370     0.0321   4.267 4.58e-05 ***

 (Dispersion parameter for gaussian family taken to be 1.709124)

    Null deviance: 198.61  on 99  degrees of freedom

Residual deviance: 167.49  on 98  degrees of freedom

AIC: 48.732

> c(1.9738,0.0321)/sqrt(1.709124)

[1] 1.50978935 0.02455377
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